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Dynamic Catalog Mailing Policies 

 
Deciding who should receive a mail-order catalog is amongst the most important 
decisions that mail-order catalogs must address.  The current approach to the problem is 
invariably myopic: firms send catalogs to customers who they think are most likely to 
order from that catalog.  In doing so the firms overlook the long-run implications of these 
decisions.  For example, it may be profitable to mail to customers who are unlikely to 
order immediately if sending the current catalog increases the probability of a future 
order.  We propose a model that allows firms to optimize mailing decisions by addressing 
the dynamic implications of their decisions.  The model seeks near-optimal policies by 
taking advantage of recent advances in Approximate Dynamic Programming and 
Reinforcement Learning. In developing this model we identify and address generic 
methodological issues that arise in dynamic optimization when using a finite amount of 
data obtained under a specific historical policy.  We apply the model to a large sample of 
historical data provided by a catalog firm.  The historical data confirms the feasibility of 
the model, describes differences in the characteristics of the “optimal” and current 
mailing policies and provides predictions of the potential profit improvement.     

 



 

 

1. Introduction 

 

Catalog firms mailed almost 17 billion catalogs in 2000 (DMA 2001).  Printing and 

mailing these catalogs is the second largest expense in the industry (behind the cost of the 

goods), representing approximately 20% of net sales.  As a result, catalog managers view 

improving their policies for deciding who should receive mail catalogs as one of their 

highest priorities (Hayes 1992; Gönül and Shi 1998).  

 

Identifying an optimal mailing policy is a difficult task.  Customer response functions are 

highly stochastic, reflecting in part the relative paucity of information that firms have 

about each customer.  Moreover, the problem is a dynamic one.  Although it may appear 

that receiving the current catalog is a necessary condition for making a purchase, this is 

not true in practice.  A customer who is ready to make a purchase will often purchase 

from an earlier catalog if they did not receive the most recent catalog.  More generally, 

customers often have an extensive stock of experience with a catalog company, stretching 

over many prior catalogs and purchase experiences.  This prior experience will often play 

a more important role in determining customers’ purchase probabilities than receipt of the 

most recent catalog.   

 

As a result, customers’ purchasing decisions are influenced not just by the firm’s most 

recent mailing decision, but also by prior mailing decisions.  From the firm’s perspective, 

the probability that a customer will respond to the current catalog may be less important 

than the impact on the likelihood of a future purchase.  This leads to a very difficult 

optimization problem for the firm; the optimal mailing decision depends not just upon the 

customer’s response to the current catalog, but also upon the firm’s past and future 

mailing decisions.   

 

Current mailing policies are almost invariably myopic.  Firms mail catalogs to customers 

who they judge are most likely to respond to that catalog, overlooking the subsequent 

implications.  We develop a model that allows firms to address the dynamic implications 
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of mailing decisions.  We test the proposed model using a large data set provided by a 

mail order catalog firm.  The findings confirm that the distinction between a myopic and 

a dynamic strategy is an important one.  A myopic policy may argue against mailing to 

some customers because the likelihood of an immediate high value order is low.   In 

contrast, the dynamic policy will sometimes mail to these customers because doing so 

may increase the probability of future purchases.  

Current Catalog Mailing Policies 

Catalogs are mailed on specific mailing dates, which are pre-determined up to a year 

prior to the mailing date.  This long lead-time reflects the period required to design the 

catalogs and coordinate product-purchasing (inventory) decisions.  The frequency of 

these mailing dates varies across firms and seasons.  However, most firms mail between 

15 and 50 catalogs a year.  We will treat the catalog mailing dates as exogenous.  

 

Catalogs are mailed to a combination of past customers and prospective customers.  Past 

customers are often described as “house” customers, while prospective customers are 

commonly referred to as “prospects”.  The procedures used to identify a mailing policy 

for house customers differ considerably from the procedures used for prospective 

customers.  This reflects both the difference in the likelihood of a response and the 

difference in the amount of information that firms have about each type of customer. 

Prospective Customers 

Prospective customers are generally identified by renting a mailing list from a third-party 

vendor at a cost of between $60 and $120 per thousand names.  When choosing which 

lists to rent, firms try to match the demographic characteristics of their existing customers 

with the characteristics of prospects on rental lists.  Firms receive the name and address 

of each prospect and acquire the right to mail to them only once. The rental agreements 

require that the company delete from its database all information about households that 

do not respond to this mailing. Mailing lists are seeded with disguised names that allow 

the third party vendor to detect violations (Anderson and Simester 2002).   
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Mailing policies with prospective customers focus on selecting which rental list to use.  

Firms generally have too little information about each prospective household to make 

informed mailing decisions for each households.  List vendors also generally require that 

a firm rent the entire list (less some allowance for overlap with the house list).   

Interestingly, the level of overlap with the house list is often positively correlated with 

the likelihood that other prospects on the rental list will respond.   

 

The average response rate when mailing to prospective customers is low, often less than 

0.5%.  Catalogs typically lose money in the short-term when mailing to prospects as the 

mailing costs generally exceed the profits from the resulting orders.  They only mail to 

prospective customers in order to increase their pool of house customers.  Although, the 

value of acquiring a customer depends on the subsequent mailing policy, these dynamic 

considerations have little influence on mailing policies for prospective customers.  The 

low average response rate and the cost of re-mailing prospects who do not respond to a 

first mailing reduce the objective to choosing a rental list for which the response to a 

single mailing will be high.   Because we focus in this paper on the dynamic 

characteristics of the optimal mailing policy we will restrict attention to house customers. 

House Customers 

The names, addresses and purchase histories of house customers are generally considered 

to be amongst a catalog’s most valuable assets.  The procedures used to select mailing 

policies for house customers vary across firms, but they all share three common 

components:  (a) firms collect data describing different customer characteristics; (b) this 

data is used to group customers into discrete segments; and finally (c) firms evaluate the 

probability that customers in each segment will respond.   

 

The primary variables used to segment house customers are the so-called RFM measures, 

which describe the recency, frequency and monetary value of customers’ prior purchases.  

The Direct Marketing Association (DMA 2001) reports that amongst catalogs selling 

consumer products, 84% use the Recency measure in their mailing policy, 80% use the 

Monetary Value measure and 78% use the Frequency measure.  In addition, 28% of 
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accuracy of the Markovian assumption.  We will resolve this trade-off by creating an 

approximate model and solving it exactly, rather than finding an approximate solution to 

an exact model.  In particular, we will assume that the evolution of the aggregate state is 

Markov.  Thus we assume the state a customer is in completely summarizes all of the 

information that we will use about that customer in that mailing period.  Obviously, the 

design of the states is an important challenge, which we address in Section 4.  

 

These assumptions define a Markov Decision Process (MDP) for which there are two 

possible actions at each time step: mail or not mail.  We identify the action at time step t 

by ats ∈ {0,1}, where ats = 1 denotes a decision to mail at time step t to every customer in 

state s.  A policy describes a mailing decision for each state at each time period.  The 

firm’s objective is to choose a policy that maximizes the following objective function: 

 

∑
∞

=

=
0

)()(
t

t
T srsV t ππ δ         (1) 

 

The function }1,0{: →Sπ  is a stationary mailing policy, such that at state , Ss∈ )(sπ  

prescribes an action to be taken.  Because the length of the time periods may differ, we 

define tT  as the number of months between the beginning of the initial time period and 

the start of the t  time period, and th δ  is a discount factor per month.  Here,  is the 

present value of the expected reward at the beginning of time period t , under policy 

)(srt
π

π , 

given that the initial state was s. 

 

In Section 5 we will describe a dynamic programming algorithm capable of identifying 

the optimal policy and the aggregate discounted profits associated with this policy.  As a 

benchmark the algorithm will also describe the aggregate discounted profits associated 

with the policy represented in the historical data (the company’s current policy).   

 

3. Summarizing Customers’ Histories  

We have claimed that the probability of a purchase is affected by the customers’ stock of 

prior experiences.  In this section we review the variables used to describe these 
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experiences.  We begin by focusing on customers’ purchase histories and then consider 

their purchase histories. 

Purchase Histories 

Customers’ purchase histories are typically summarized using the RFM variables.  

However, there is an important limitation in the RFM measures.  More recent information 

would seem to be more useful in prediction and decision-making, yet the frequency and 

monetary value measures do not discriminate according to the recency of the purchase (or 

mailing).  For example, they cannot distinguish between two customers who both 

purchased twice, but one purchased in the last month and two years ago and the other 

customer purchased in each of the last two months.  A solution is to use discounted 

aggregate stock measures: .  Here Jt is the set of purchases by the customer 

prior to period t, η∈ [0,1] is a decay rate per unit of time, Tj denotes the number of units 

of time between period t and the jth purchase, and xj describes the amount spent on the jth 

purchase.  An analogous stock measure can be constructed for frequency by omitting the 

xj term.  Both measures distinguish between the two customers described in the example 

above.  By varying the choices of η and xj, we can construct variables that encode the 

purchase history of a customer into a more general range of variables than the RFM 

values.   

j

t

T
t

j J

p η
∈

=∑ jx

Mailing Histories 

Although maintaining a record of a customer’s mailing history is no more difficult than 

maintaining a record of the customer’s purchase history, few catalog retailers store the 

mailing history.  We do not offer this as an explanation for why the mailing history is not 

used in the mailing policy.  Indeed, the causation probably operates in the reverse; many 

firms do not store the mailing history because they do not use it.  An alternative 

explanation is that the mailing history is highly correlated with the purchase history, so 

that the purchase history provides a sufficient statistic.  However, in practice, variance in 

the mailing policy ensures that the purchase history is not a sufficient statistic.  This 

variance results from personnel changes, experimentation, seasonality and changes in the 

procedures that firms use to calculate the probability of a response.  The variance is 
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important; without it we could not estimate the effectiveness of alternative mailing 

strategies (see later discussion).   

 

To describe each customer’s mailing history we can use an analogous set of variables to 

those developed to describe the purchase history.  In particular, the recency and 

frequency of past mailings are directly analogous to the recency and frequency variables 

of past purchases.  A mailing frequency measure suffers from the same shortcoming as 

the purchase frequency measure in that it does not distinguish between more and less 

recent mailings.  However, the proposed stock variables can also be used in the mailing 

context.  In particular, define ∑
∈

=
t

k

Kk

T
tm η where Kt identifies the set of catalogs mailed to 

the customer prior to period t. 

 

It is possible to design a wide range of variables to describe the complexity of customers’ 

mailing and purchase histories.  In practice, however, high dimensionality brings 

computational challenges.  In the next section we propose a strategy for discretizing the 

state space that does not suffer from these problems. 

 

4. Constructing the State Space  

In this section we propose a method for discretizing the original vector space X to the 

discrete state space S , or more formally, a mapping .  Use of a discrete state 

space guarantee an exact and robust dynamic programming solution.  However, it also 

results in loss of information. 

SD →X:

 

The general approach to designing a discrete state space is to tile along the dimensions.  

This is what firms currently do when implementing the standard RFM model.  They 

group customers into segments by simply discretizing the RFM measures using fixed 

demarcations of each variable.  Each customer in each time period falls within a unique 

demarcation on each variable, and the interaction of these demarcations defines a set of 

discrete Markov states.  There are several difficulties with this approach.  Notably, it can 
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yield a large number of states, and observations are often unevenly distributed across 

these states (states are populated with few or no observations).   

 

An alternative approach is to develop a predictive model of how likely customers are to 

respond to a catalog and to discretize predictions from this model.  The DMA reports that 

this approach, which will tend to yield fewer more evenly distributed segments, is used 

by approximately 28% of catalog firms (DMA 2001).  However, while this approach is 

well-suited to a myopic mailing policy, it is not well suited to a dynamic policy.  There is 

no guarantee that grouping customers according to the predicted response to the next 

catalog will allow the model sufficient discrimination in a dynamic context.  In particular, 

a new customer with few prior purchases may have the same purchase probability as an 

established customer who has extensive experience with the catalog.  Yet the long-term 

benefits of mailing the established customer may be different than the benefits of mailing 

the new customer. 

 

Therefore we propose a new algorithm for constructing a finite Markov state space  

from the original vector space X.  We adopt three objectives when designing the discrete 

states.  First, the states should be “meaningful”, so that each state  is visited with 

positive probability.  Second, the states should be “representative”, so that data points in 

the same state are geometrically close to each other (in X space).  Finally, the states 

should be “consistent,” so that observations within the state share a similar profit stream 

given an identical mailing policy.  We can only apply the “meaningful” and “consistent” 

criteria to the policy represented in the historical data.  However, we can validate these 

criteria a posteriori when an optimal policy is available. 

S

Ss∈

 

We will begin by initially estimating a value function for each customer under the 

historical mailing policy.  For a customer at point , let function X∈x )(~ xHπV  estimate 

the present value of the discounted future profit stream, given the historical mailing 

policy embedded in the data.  Here Hπ  indicates the historical mailing policy and the 

tilde denotes the initial estimation.  If the period of time covered by the historical data is 

sufficiently long, this estimate can be derived by fitting a function of the discounted 
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aggregate profits earned for a representative sample of customers (see later discussion).    

Given the estimates of the value function for the historical policy we use a series of 

separating hyperplanes to divide the state space into pieces organized by a binary tree 

structure.   

 

Figure 1:  Discrete State Design 
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process continues until a stopping rule is met, such as the desired number of segments or 

an upper bound on the largest variance in HV within any state.   π

 

The outcome is a tree-structure (Figure 1d), where the hyperplanes are branches on the 

tree and the segments are the leaves. A state space with N segments requires a tree with 

N-1 hyperplanes.  Given the tree structure, the path from the root to each leave node 

defines a set of inequalities identifying each state.  Aggregation of states is also easily 

accomplished by pruning a large tree structure to a smaller one.  This use of a binary tree 

structure is similar in spirit to the decision tree methods for classification (Duda, Hart and 

Stork 2000) and the Chi-Squared Automatic Interaction Detection (CH-AID) methods in 

customer segmentation (see for example Bult and Wansbeek 1995).  The primary 

difference between the methods is the design of the hyperplanes determining the 

branches.  

 

The algorithm that we use for identifying the hyperplanes proceeds iteratively, where 

each iteration has two steps.  First, we select the segment for which the variance in 

)(~ xV Hπ  is the largest.  Formally, we select the segment  for which X⊂iX

( −
iXVx

2
)( )∑

∈ i

H

Xx
V~π  is largest.  This criterion favors the selection of segments that are 

least consistent and/or have the most members.  To prevent states with very few 

observations we only select from amongst segments with at least 1,000 observations in 

them.   

 

In the second step, we divide  into two segments  and ' .  To satisfy the 

consistent objective, we would like the observations within each sub-segment to have 

similar values on 

iX '
iX '

iX

)(~ xHπV .  To achieve this we might fit a step-size function to the 

)(~ xV Hπ  values in .   However computationally this is a difficult problem, and so we 

use a heuristic to approximate this step.  The heuristic uses the following steps: 

iX

1. Use OLS to estimateV  using all of the observations (x) in the 
selected segment Xi.  That is, we find 

Tˆ Hπ α β= + x
α  and p that minimize 
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V x xπ α β
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iX ''iX

x

 
2. Find the center of the observations in the segment, ∑

∈

=
iXx
xx , by calculating the 

average of the observations on each dimension of X. 
 
3. Compute 'α  such that 0' =+ xTβα  and divide segment  into two segments 

'  and  along the hyperplane defined by . 
iX

0' T xα β+ =

 

We can again illustrate this process using a 2-dimensional X space (see Figure 2).      

 

Figure 2:  Dividing Segments 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

In Figure 2a we depict the observations in a selected segment.  The center of these 

observations is defined by  and each observation has an estimated HV  (Figure 2b).  π
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We use OLS to regress HV on x, which we illustrate in Figure 2c as a plane intersecting 

with the X space.  The intersection of the regression function and the X space defines a 

separating hyperplane ( ) that separates the chosen segment into two sub-

segments.  The slope of the hyperplane is given by while its location is determined by 

.  To satisfy the meaningful objective, we locate the hyperplane so that it passes 

through the center of the observations in the segment (Figure 2d).  We accomplish this by 

dividing along . 

π

α β+

0x+ =

T = 0x

β

α

Tα β′

~π

∈' , ( )s sr π= +(V s (TV s


asr ,

') | , ( )s sδ π

 

The primary difference between this approach and other binary tree methods (such as 

CH-AID) is that the hyperplanes need not be perpendicular to the axes of the X-space.  

Instead, we allow the hyperplanes to be linear functions of the axes.  The use of a 

response measure and the continuous nature of this response variable also distinguishes 

this approach from both clustering and classification methods.  Clustering methods 

generally do not include a response variable.  They focus on the representative objective 

without regard to the consistent criterion.  Classification methods do use a response 

measure, but require that the response measure is binary or discrete.  The response 

measure in our approach is the continuous variable )(xHV .     

 

5. Dynamic Optimization 

Recall that the firm’s objective is to maximize its discounted aggregate profits. 

Identifying the optimal policy is straight-forward if we can estimate the optimal profit-to-

go functions, which satisfy the Bellman optimality equation (Bellman 1957): 

 

, ,) max E       r T s s S
π


       (2) ∀

 

Here we use notations  as the random variable representing the immediate profit from 

the Markov chain after visiting state  and taking mailing action , s a δ  as the discount 

factor per unit time and T as the length of the inter mailing time period after visiting state 
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s .  Notice here that since inter mailing time periods are not always the same, T is in fact 

a random variable, which is interdependent with . s

∈

   S

, (i π

π

v

 

For any fixed policy , the following equation characterizes the expected discounted 

aggregate profits (profit-to-go) when starting at state : 

π

Ss∈

 

, , ' , ( )( ) E ( ') | , ( )       T
r T s s sV s r V s s s s Sπ π

π δ π= +
 ∀     (3) 

 

If we use term ,s ar  to represent the expected rewards earned in a period from a customer 

in state s when the firm chooses mailing action a, the above equation system (in general) 

can be expressed as: 

 

, ( ) , '

, ( ) , ( ) , '
'

( ) E ( ') | , ( )       

       ( ')       

T
s s T s

T
s s s s T s

s T

V s r V s s s s S

r V s p s

π π
π

π
π π

δ π

δ →

 = + ∀ ∈ 

= + ∀ ∈∑ ∑     (4) 

 

Here term  represents the probability that a customer in state s after the mailing 

action a will transition to state s’ after time period T.  In the computation, we can directly 

estimate  from the data, which takes care of both the transition 

probability and the discounting. 

',)(, sTssp →π

∑≡
T

assp ,', δ → sTas
T p ',,

 

With a slight modification of notation we can express the above equation in vector form.  

Let P  denote a matrix for a given policy such that , let π
)(,,, ijiji p π

π =P πr  denote the 

vector of expected rewards (with each element )i
πvr ), and let denote the vector with 

elements V .  Given this notation we have: ( )iπ πππ vPr +v = , which yields 

( ) ππ − π rP 1−I=  as the profit-to-go function under policy π .  

 

Following the above notations, we can define a randomized policy Hπ  for the historical 

mailing decisions.  We assume that the historical mailing actions out of each state s 
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follow the probability distribution observed in the data.  The corresponding  and HπP Hπr  

can be directly estimated from the data as well, which leads to the profit-to-go function 

under this historical policy: ( ) 1
H Hπ π −
= −v I P r Hπ .  The profit-to-go function for the 

historical policy provides both a benchmark against which to evaluate the optimal policy, 

and an obvious starting point for computing the optimal policy. 

 

Having  in hand, we use the classical policy iteration algorithm to compute the 

optimal mailing policy.  The algorithm iterates between policy evaluation and policy 

improvement.  In particular, the algorithm begins with a policy for which we calculate the 

profit-to-go function.  We then use this profit-to-go function to improve the policy, which 

yields a new policy with which to begin the next iteration.  The sequence of policies 

improves strictly monotonically until the current policy is optimal.  It is well known that 

the policy iteration algorithm converge to a stationary policy that is optimal for the finite 

state infinite time horizon Markov Decision Process (Bertsekas 1995).  In practice, the 

speed of convergence is surprisingly fast (Puteman 1994). 

Hπv

 

6. Implementation 

We implemented the model on a dataset provided by a nationally distributed mail-order 

catalog company.  The company is a medium sized firm that sells a range of durable 

products through separate divisions.  In this study we focus on the women’s apparel 

division.  Apparel is one of the largest product categories sold through direct mail 

catalogs, representing between 40% and 50% of total household dollars spent on 

purchases from catalogs (DMA 2001).  The women’s apparel sold by this firm is in the 

moderate to high price range and almost all carry the company’s own brand name.  They 

are distributed through the company’s own catalogs, and sold through both the 

company’s own retail stores and some independent retailers.   

 

We received data describing the purchasing and mailing history for approximately 1.8 

million customers who had purchased at least one item of women’s apparel from the 

company’s catalogs.  The purchase history data included each customer’s entire purchase 
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history.  The mailing history data was complete for the six-year period from 1996 

through 2002 (the company did not maintain a record of the mailing history prior to 

1996). In this six-year period catalogs containing women’s clothing were mailed on 

approximately 120 occasions, so that on average a mailing decision in this category 

occurred every 2-3 weeks.  The company also mails catalogs for other product categories 

and the historical data received from the company contained a complete record of mailing 

and purchasing records for these other product categories.   

 

The firm has historically used each customer’s purchase history to make its mailing 

decisions but has not used the mailing history.  It has also occasionally used two other 

data sources, although we will delay discussion of these data sources until a discussion of 

potential biases.  The firm relies on a customized statistical model to predict the 

likelihood that a customer will respond to a catalog and, if they respond, the amount that 

they will purchase.  It uses this model to make mailing decisions that maximize the 

expected response to a specific catalog (less mailing costs). 

 

With the assistance of the catalog firm we identified a range of explanatory variables to 

describe each customer’s mailing and purchase histories.  Preliminary analysis of the data 

led to the inclusion of the following variables in the final model:  

Women’s Clothing Purchase History 

Purchase Recencyit Number of days since customer i’s most recent 
purchase prior to period t. 

Purchase Frequencyit Number of orders placed by customer i prior to period t. 

Monetary Valueit Average size in dollars of orders placed by customer i 
prior to period t. 

Monetary Value Stockit j

it

T
it j

j J

p η
∈

= x∑  where Tj denotes the number of units of 

time between period t and the jth purchase, and xj 
describes the amount spent on the jth purchase (by 
customer i). 
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Customer Ageit The number of days between period t and customer i’s 
first purchase. 

Purchase History For Other Categories 

NW Purchase Frequencyit Number of orders placed by customer i prior to period t 
for items outside the women’s clothing category. 

Women’s Clothing Mailing History 

Mailing Frequency Stockit ∑
∈

=
t

k

Kk

T
tm η where Kt identifies the set of catalogs 

mailed to customer i prior to period t.  
 

The Monetary Value Stockit and Mailing Frequency Stockit variables require that we 

specify values for the decay rates.  We can construct more than one Monetary Value 

Stock variables (or Mailing Frequency Stock variables) by using different decay rates for 

each variable.  Use of more than one stock variable provides the model with additional 

information with which to distinguish customers’ purchase (or mailing) histories.  In 

preliminary analysis we considered different values for these decay variables.  This led to 

inclusion of two Monetary Value Stockit variables and two Mailing Frequency Stockit 

variables with different decay rates.  The decay rates for the Monetary Value Stockit 

variables were set at 0.9 and 0.8 per month, while for the Mailing Frequency Stockit 

variables the values were set at 0.9 and 0.8 per week.  These values were chosen because 

they yielded greater variance in the optimal mailing policies (across different values of 

the stock variables).  The final estimates of the profit-to-go function V were relatively 

stable to different values of these decay rates.  We considered a variety of other variables 

describing customers’ mailing and purchase histories from other product categories, but 

these variables had little effect on estimates of the optimal profit-to-go function (V) or the 

optimal mailing policies.   

 

Analysis of the raw data confirmed the presence of seasonality in both the purchasing and 

mailing histories.  To capture seasonality in the purchase history we calculated the 

average number of orders received in each week of a calendar year (calculated across all 

of the years in the historical data).  Because orders are received from a catalog for up to 

four months after the catalog is mailed, we calculated a weighted average of the number 
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of orders received across subsequent weeks.  In particular we weighted the subsequent 

weeks using data reported by the Direct Marketing Association (DMA 2001) describing 

the proportion of total orders that are received in each of the weeks after a catalog is 

mailed.   The number of catalogs mailed affects the amount of revenue received and so 

we constructed a second seasonality measure to describe the variance in the historical 

mailing policy throughout a calendar year.  It is calculated as a centered five week 

moving average of the number of catalogs mailed in corresponding weeks in the 

historical data.   

 

Finally, we also included a third seasonality variable to capture the tendency amongst 

some customers to purchase at specific times of the year.  In particular, we calculated the 

number of purchases made by a specific customer in the same quarter in previous years.  

We gave greater weight to more recent purchases by decaying prior purchases using an 

exponential weighting function (using a decay rate of 0.9 per year).  These three 

seasonality variables can be summarized as follows: 

Purchase Seasonalityt  The average number of orders received in the 
corresponding week across all years in the dataset. 

Mailing Seasonalityt  The average number of catalogs mailed in the 
corresponding week across all years in the dataset. 

Individual Seasonalityit  The discounted sum of the number of purchases by 
customer i in the same quarter in prior years.  

 

We added one additional variable to control for the variation in the length of each mailing 

period.  This variable was labeled Period Lengtht and was defined as the number of 

weeks in mailing period t. 

 

Having defined the vector space X, we discretized it using the approach described in 

Section 4.  To simplify computation we focused on the transaction and purchase histories 

for a random sample of 100,000 of the 1.8 million customers.  The first year for which we 

had complete mailing and purchase history was 1994 and so we used data for this year 

(and prior years) to initialize the mailing and purchase stock measures.  The estimation 

 Page 21



 

period comprised a total of 107 mailing periods, yielding approximately 9.5 million 

observations.  An observation is defined as a specific mailing period for a specific 

customer (the missing observations result from customers whose first purchase occurred 

after 1994).   

 

To obtain initial estimates of the value function for the current policy ( HV ) we randomly 

selected a mailing period in 1995 for each of the 100,000 customers and calculated the 

discounted profits earned from this customer in the subsequent four years.  The 

randomization ensured that all values of the seasonality variables were represented.  We 

focused on sales of the women’s clothing division and so only considered mailing 

decisions and purchases from this category.  Using the total discounted profit as a 

dependent measure, we regressed 

π

HV  as a quadratic function of the (n) explanatory 

variables describing the customers’ mailing and purchase histories.  To ensure that the 

estimates were robust to the randomization process on the initial mailing period, we 

repeated this process one hundred times and averaged the resulting parameter estimates to 

derive final estimates for 

π

HV . π

 

The company supplements its purchase history data with additional information from 

other sources to make mailing decisions for inactive customers (defined as customers 

who have not purchased within the last three years).  Because we do not have access to 

this additional data, this introduces the potential for bias in the calculated optimal profit-

to-go function (see later discussion).  For this reason we only calculate the optimal 

mailing policy for customers who purchased within three years of the current time period.  

Specifically, we divided the vector space X into two half spaces X′ and X″, where 

observations in X′ represent customers who purchased within three years of the current 

time period.  The state space discretization procedure was then conducted separately on 

the X′ and X″ spaces.  The two spaces contained approximately 5 million and 4.5 million 

observations respectively. 

 

Having discretized the state space, we calculated the profit-to-go function values for both 

the current and optimal policies.  The policy improvement procedure was only conducted 
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on states in X′.  The transition probabilities and expected rewards were calculated 

directly from the mailing and purchase histories using the same sample of 100,000 

customers.  We again used 1994 to initialize the variables and so only considered mailing 

periods from 1995 on.     

Results 

For ease of exposition we will refer to the improved policy as the “optimal” policy.  

However, we caution that the optimality of the policy is conditional on the definition of 

the Markov decision problem, including the design of the discrete state space. 

 

The optimal policy varies depending upon the rate at which future earnings are 

discounted.  In Table 1, we report estimates of the current and optimal policy profit-to-go 

functions for different discount rates in a state space with 500 states.  The discount rates 

are monthly interest rates, with a rate of 0.87% corresponding to an annual rate of 10%.  

We restrict attention to active customers and weight the estimates for each state by the 

number of visits to each state in the training sample.  The table also contains information 

about the mailing policy; we report the average percentage of (active) customers mailed a 

catalog in each mailing period. 

 
Table 1 

Profit-to-Go Function Estimates and Mailing Rates by Discount Rate 
 

Average V Mailing Rate Monthly 
Interest Rate Current Policy Optimal Policy Current Policy Optimal Policy 

15% $11.60 $13.46 58% 33% 

10% $18.36 $21.53 58% 45% 

5% $37.15 $47.89 58% 68% 

3% $59.30 $87.35 58% 76% 

0.87% $157.07 $363.33 58% 77% 

 

There are several findings of interest.  First, the profit-to-go function for the current 

policy varies across discount rates.  Although the policy does not vary, the rate at which 
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future transactions are discounted affects the profit-to-go function.  Second, the profit-to-

go function estimates for the optimal policy also increase with the discount rate.  

However, this variance reflects both the change in the rate at which future transactions 

are discounted and differences in the optimal policy.  At lower discount rates it is optimal 

to mail a high proportion of customers because the model gives more weight to the 

favorable impact that mailing has on future purchasing.   

 

At monthly discount rates higher than 10% the profit-to-go function for the optimal 

policy is similar to that of the current policy.  At these high discount rates the objective 

function is relatively myopic, giving little weight to transactions that occur in later 

periods.  The findings indicate that the improvement on the current policy is relatively 

small in these conditions.  This is perhaps unsurprising given the myopic focus of the 

current policy and the extensive feedback that the firm receives about the immediate 

response to its mailing policies.  However, as the discount rate decreases, so that more 

value is attributed to future earnings, the difference in the estimated profit-to-go functions 

increases.   

 

In Figure 3 we graphically summarize the path of the profit functions under the different 

policies.  In the figure we track the undiscounted profit earned from a sample of 100,000 

customers over 200 periods (almost eight years).  The figure was constructed by drawing 

a random sample of 100,000 customers from the 1.8 million customers in the database 

and starting the customers in the state they were in on January 1, 2001.  We simulated the 

dynamic path of each customer using the transition probabilities and expected rewards.   

 

For all policies the profits eventually decrease as a growing proportion of the 100,000 

customers become inactive.  The rate at which this occurs varies across policies.  In the 

optimal policies with lower discount rates the rate is slowed by more aggressive mailing 

policies in earlier periods.  However, at the very start of the path, these more aggressive 

mailing policies yield lower profits than the current policy.  In these initial periods the 

firm is yet to realize the full benefits of its investments in additional mailings.  This 

illustrates the trade-off facing the firm.  Investments in mailing catalogs cost the firm 
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immediate profits but yield long-term payoffs.  Varying the discount rate varies how the 

model resolves this tradeoff. 

 

Figure 3 
Average Profits (Undiscounted) Per Period 
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Comparison of Mailing Policies 

We can further illustrate the difference between the current and optimal policies by 

comparing how the mailing rates vary as a function of the explanatory variables.  In 

Figure 4 we report the proportion of times a catalog was mailed in the historical data (the 

current policy), together with the proportion mailed under the optimal policy, for 

different values of the Purchase Recency and Mailing Stock variables.  The optimal 

policy in the figures uses a 3% per month discount rate and we only consider active 

customers. When customers become inactive (the recency measure exceeds 36 months) 

the optimal policy reverts to the current policy, which mails to approximately 14% of 

inactive customers.  
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Recall that Purchase Recency measures the number of months since the customers’ last 

purchase, while the Mailing Stock measure is a discounted sum of the number of catalogs 

mailed to customers in previous periods (using a decay rate of 0.9 per week).  A mailing 

stock measure of 10 indicates a customer who has recently been inundated with catalogs, 

while a mailing stock of 1 indicates a customer who has received very few recent 

catalogs.  The figures reveal several important differences between the optimal and 

current policies: 

 

1. The current policy figure confirms that the firm does not consider a customers’ 

mailing history in its current policy.  It keeps mailing to some customers even though 

they have received a lot of recent catalogs (high mailing stock), and does not mail to 

other customers even if they have not received any catalogs for a long time (low 

mailing stock).   

 

2. The optimal policy mails more catalogs, particularly to customers who have not 

received many recent catalogs (low mailing stock).  Although the company judges 

that there is a low probability that the customers will respond immediately (and hence 

does not mail to them), the optimal policy judges that mailing to these customers 

increases the probability of future orders.   

 

3. The optimal policy does not mail to customers who have received a lot of recent 

catalogs (high mailing stock values).  Note that after not mailing to these customers in 

one mailing period the mailing stock will drop (by approximately 2), so that many of 

them will receive a catalog in the next mailing period.   

 

4. Mailing rates in the optimal policy are particularly low for customers who have 

recently purchased and who have received a lot of recent catalogs (low recency, high 

mailing stock).  Discussions with the company revealed that the current policy of 

mailing to customers who have recently purchased is somewhat arbitrary, and is not 
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always supported by their statistical response model.  It appears that this arbitrary 

policy is not always optimal.   

 Figure 4:  Optimal and Current Mailing Policies  
by Months Since Last Purchase 
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5. The small peak on the left hand side of the optimal policy figure indicates that this 

policy mails to many customers who have not purchased for two years, particularly if 

these customers have not received many catalogs recently.  This is consistent with 

customers purchasing in annual cycles. Interestingly, in the current policy figures, 

there is also a ridge indicating higher mailing rates if customers have not purchased 

for two years. 

   

We caution that the values of the Mailing Stock variable reflect the mailing history under 

the current policy. As such, the figures answer the following question: how would the 

first mailing decision differ under the two policies?  After implementing the optimal 

policy for several periods the shape of the figures would change because customers will 

have different values for the Mailing Stock variable.  We also caution readers not to 

conclude that the optimal policy is stochastic.  Observations that have the same value on 

one of the RFM variables generally have different values on other variables, so that the 

observations are distributed across multiple states.  The policy within a state is 

deterministic, but when aggregating across states it appears stochastic. 

   

Comparison of mailing policies for customers who have placed a larger number of prior 

orders (not shown) is also interesting.  The firm’s current policy is to mail often to these 

customers, while the optimal policy is to mail less often, particularly if the customer has 

received a lot of recent catalogs.  One interpretation is that these customers are likely to 

respond even if they do not receive the current catalog.  This highlights another important 

difference in the design of the two policies.  Like other firms in the industry, this 

company designs its mailing policy to maximize the response to a specific catalog.  They 

evaluate how many customers (in a given segment) ordered from catalogs mailed to them 

in the past, and then mail to all customers for whom the expected response justifies the 

incremental mailing cost.  This treats the probability that a customer will respond if they 

are not mailed a catalog as zero.  Although it may appear that receiving the current 

catalog is a necessary condition for making a purchase, this is not true in practice.  A 

customer who is ready to purchase will often purchase from a previous catalog if they do 

not receive the most recent catalog.  Measuring the response to a specific catalog ignores 
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potential cannibalization from prior catalogs.  This problem does not arise in the 

proposed model, where we measure profits earned over time, irrespective of which 

catalog the response came from.   

Varying the Number of States 

The profit-to-go function estimates for the current policy are relatively invariant to the 

number of discrete states used.  However, the estimates for the optimal policy increase 

monotonically with the number of states (Table 2).  There are two possible explanations 

for this phenomenon: one favorable and the other unfavorable.  The favorable 

explanation is that classifying the observations more finely by using a larger number of 

states offers additional degrees of freedom with which to optimize.  The models with 

fewer states are nested versions of the larger models, and therefore represent more 

restricted optimizations. 

 

Table 2 
Profit-to-Go Function Estimates  

By Discount Rate and Number of States 

Optimal Policy: Number of States Monthly 
Interest 

Rate 500 1,000 2,000 

15% $13.46 $13.95 $14.42 

10% $21.53 $22.35 $23.08 

5% $47.89 $49.51 $50.89 

3% $87.35 $90.30 $92.76 

0.87% $363.33 $379.09 $394.30 

 

The unfavorable interpretation is that the optimization step in the dynamic programming 

algorithm exploits stochasticity in the training data.  Recall that the transition 

probabilities and expected rewards are calculated directly from the data.  The 

optimization algorithm chooses actions to maximize future discounted returns.  This 

favors actions for which the errors in the expected rewards are positive and errors in the 

transition probabilities lead towards more valuable states.  The outcome is an upwards 
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bias in the profit-to-go function estimates.  The potential for bias is stronger when 

estimates of the transition probabilities and expected returns are less precise.  This will 

tend to occur when the fixed sample of training observations are distributed across a 

larger number of states. 

 

We can test for this bias by re-estimating the profit-to-go function for the optimal policy 

derived from one data set on a separate sample of data.  The stochastic errors should vary 

across datasets, so that evaluating a policy designed using one dataset on a second dataset 

should offer an unbiased estimate of the profit-to-go function for that policy.  Formally, 

we took the optimal policy from the calibration dataset and calculated the transition 

probabilities ( ) and expected returns (P r ) under this policy for a validation dataset.  The 

profit-to-go for the validation dataset is then given by: ( ) 1−= −v I P r .  

 

In Table 3 we report the validated profit-to-go function evaluated on a random sample of 

100,000 customers.  This second validation sample was drawn randomly from the 

remaining 1.7 million customers in the original sample after removing the 100,000 

customers used to design the policies.  As a benchmark we also report the profit-to-go 

estimates under the current policy for the validation dataset (these estimates were almost 

invariant to the number of states and so we report the estimates for 500 states). 

 

The findings reveal little evidence that using 2,000 states rather than 500 states yields a 

more valuable policy.  We conclude that the increases in the profit-to-go function 

estimates when there are more states (Table 2) appears to reflect bias due to the DP 

algorithm taking advantage of stochastic errors in the data.  If the increases were due to 

additional degrees of freedom we would expect them to survive when re-evaluating the 

policy on a different sample of data.   

 

The observation that stochasticity can bias the profit-to-go function has received little 

attention in the literature.  This illustration confirms that the issue is not just of theoretical 

interest, but may also have practical importance.  We were able to detect the phenomenon 

despite the very large sample used in this application.  Of the 9.5 million observations in 
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the training sample, just under 5 million of them involved active customers.  Distributing 

these observations across 2,000 states yields an average of 2,500 observations per state, 

or 1,250 observations for either “mail” or “not mail” actions in each state.   

 

Table 3 
Profit-to-Go Function Estimates from a Separate Validation Sample   

by Discount Rate and Number of States 
Optimal Policy on Validation Sample 

(by number of states) 
Monthly 
Interest 

Rate 500 1,000 2,000 
Current Policy 

15% $11.90 $11.90 $11.78 $11.09 

10% $18.93 $18.95 $18.83 $17.59 

5% $41.68 $41.65 $41.52 $35.65 

3% $74.53 $74.74 $74.62 $56.93 

0.87% $274.95 $275.46 $274.29 $151.03 

 

Potential for Attribution Errors 

Preliminary analysis identified a second potential source of bias in the dynamic 

programming estimates.  Intuitively the model estimates the profit-to-go function 

associated with mailing and not mailing by dividing the observations in each state into 

two samples based on the mailing decision for each observation.  It then compares the 

average outcome for the mailed sample with the not mailed sample.  In this manner, the 

model learns from natural experiments in the data through variance in the historical 

mailing policy.  An implicit assumption is that the customers in the mailing versus no 

mailing samples within each state are identical.  If this is not the case then there is the 

potential for error. 

 

The risk of this occurring is high when the firm uses data to determine its mailing policy 

that is hidden from the dynamic optimization model.  For example, the firm may use data 

to identify which customers are most likely to respond, and only mail to those customers.  

If this data is hidden from the model, then the model may incorrectly infer that mailing to 
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the customers who were not mailed would have led to the same outcome as that observed 

for the customers who were mailed. 

 

It is helpful to illustrate this problem using an example.  Assume for the moment that 

there are two groups of customers.  Mailing to a customer in the first group yields a profit 

of $100, while not mailing yields a profit of $0.  For the second group, mailing yields a 

profit of -$10 and not mailing yields a profit of $0.   If the firm can observe which group 

a customer is in it will mail to customers in the first group, but not mail to customers in 

the second group.  Now assume that the model does not have access to the same 

information and so treats all customers as members of the same group.  The model 

observes that the firm earned $100 when mailing to customers from this group and $0 

when not mailing and so recommends mailing to everyone in the group.  In doing so, the 

model incorrectly attributes the effect of the hidden information to the mailing action. 

 

The outcome is an upwards distortion in the profit-to-go estimates (v) and sub-optimal 

policies.  Moreover, this outcome is not limited to the states affected by the hidden 

information.  The dynamic programming algorithm propagates the upward bias to other 

states that transition to the problematic states, and so that the entire state space is 

potentially affected.   

 

This example is motivated by actual findings observed in preliminary analysis of the data.  

The optimal mailing policy initially recommended mailing to almost all inactive 

customers.  Discussions with the firm revealed that it uses two additional sources of 

information to decide which inactive customers to mail to.  These two data sources 

include purchases from competing catalogs and the appearance of these customers on 

mailing lists rented to identify prospective customers.  This preliminary analysis suggests 

that these two data sources are effective at discriminating between the firm’s inactive 

customers.  However, neither information sources was available when building this 

model.  It is for this reason that we focus in this analysis on active customers.  

Observations for inactive customers remain in the model as the outcome for these 

customers affects the value function for active customers (who eventually become 
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inactive).  However, when a customer becomes inactive, the model continues to 

implement the historical mailing policy and does not attempt to improve upon this policy. 

 

7. Conclusions 

We have presented a model that seeks to improve catalog-mailing decisions by explicitly 

considering the dynamic implications of those decisions.  The findings have important 

implications for the catalog industry.  The industry’s current focus on maximizing the 

immediate profits earned from the current catalog results in sub-optimal policies, in 

which firms systematically mail too few catalogs. Broadening the firm’s objectives to 

also consider the long-term benefits of mailing decisions has the potential to greatly 

increase their long-run discounted profits. 

 

The findings also have important implications for the Operations Research literature.  

They demonstrate the feasibility of using state-of-the-art optimization techniques 

developed primarily for physical science applications to address important social science 

problems.  The application reveals two important sources of bias that have received little 

attention elsewhere in the literature.  The first source of bias results from imprecision in 

the estimates of the outcomes from each action. The optimization algorithm exploits this 

imprecision by tending to choose actions for which the imprecision leads to an overly 

favorable estimate of the outcome.  The result is inflated profit-to-go function estimates 

and potentially sub-optimal policies.  We propose and implement a method for detecting 

this bias.  The second source of bias results from the endogeneity of the historical policy 

in the training data. If some of the information used to design this policy is unavailable 

then the model may misattribute differences in outcomes to actions rather than to the 

unobserved information.   

 

Both sources of bias result from breaches of assumptions that are implicit in the 

techniques.  These assumptions have not previously received attention in the literature 

because they are rarely breached in the applications for which the techniques have 

previously been used.  However, in a social science setting, the assumptions both become 
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relevant.  We demonstrate that the issues are important, even where the sample of 

training data is very large.  

  

Although the findings are promising, further research is required to determine whether 

the findings survive a test in the field.  A large-scale field test of the proposed model is 

currently underway with a catalog retailer.  The field test involves a total of 60,000 

customers, randomly assigned to Treatment and Control groups.  Mailing decisions for 

customers in the Control group use the firm’s current mailing policy, while mailing 

decisions for customers in the Treatment group use the proposed model.  Current plans 

are for the test to continue for at least six months, at the end of which we will compare 

the trajectory of the profits earned in the two conditions, together with the final 

distribution of customers across states. 
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